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“People generally see what they 
look for, and hear what they 
listen for”
-Harper Lee, To Kill a Mockingbird





Bias

a) an inclination of temperament or outlook; especially : a personal 
and sometimes unreasoned judgment : prejudice

b) an instance of such prejudice
c) Bent, tendency
d) (1) deviation of the expected value of a statistical estimate from the 

quantity it estimates
(2) : systematic error introduced into sampling or testing by selecting 
or encouraging one outcome or answer over others

“Bias”, Merriam-Webster.com, Merriam-Webster’s New Dictionary



Locations of Bias

• In AI/ML/stats, “bias” can refer to:
• Declarative bias: Prior beliefs and assumptions about the space of things 

possible to learn
• Statistical bias: Systematic difference between the calculated value of a 

statistic and the true value of the parameter being estimated.
• Cognitive bias: A systematic pattern of deviation from rationality in 

judgement.
• Stereotyping: An over-generalized belief about a particular category of 

people.
• Prejudice: Beliefs or actions based largely or solely on a person’s membership 

in a group.
• Bias can occur in the data, in the models, and in human cognition 

and analysis.



Reporting bias
Selection bias
Overgeneralization
Out-group homogeneity 
bias

Stereotypical bias
Historical unfairness
Implicit associations
Implicit stereotypes
Group attribution error

Halo effect
Stereotype threat

Human Biases in Data

Sampling error
Non-sampling error
Insensitivity to sample 
size
Correspondence bias
In-group bias

Bias blind spot
Confirmation bias
Subjective validation
Experimenter’s bias
Choice-supportive bias
Neglect of probability

Anecdotal fallacy
Illusion of validity
Automation bias
Ascertainment bias

Human Biases in Collection and Annotation

Margaret Mitchell, “The Seen and Unseen Factors Influencing Knowledge in AI Systems” FAT/ML Keynote, 2017.

Types of Human Bias



Harms from Bias
Why we care about this, besides that our models are wrong



Classes of Harm

• Allocative: when a system allocates or withholds a certain 
opportunity or resource
• Representational: when systems reinforce the subordination of some 

groups along the lines of identity. Can take place regardless of 
whether resources are being withheld.
• Dignitary: when a system harms a person’s human dignity, such as by 

limiting their agency

Kate Crawford, “The Trouble with Bias” Keynote Address, Neural Information Processing Symposium 2017



Data Bias
Sometimes, the data are not reality. That’s OK.





Measurement is Challenging

• All data collection is subject to some error, even when collected by 
computer
• Not everything we would like to collect data on is observable, but 

instead is an unobservable theoretical construct
• Intelligence
• Learning in School
• Creditworthiness
• Risk of criminality
• Relevance in IR

• Must evaluate not just the performance of construct models, but full 
construct validity



Selection Bias

• Bias introduced by the selection of what goes in a data set.
• Several important subtypes:
• Sampling bias – gathering a sample that does not reflect the underlying population

• Example: polling a subpopulation
• Example: rare disease incidence

• Susceptibility bias – where one condition predisposes another condition, so that any 
treatment or intervention on the first condition appears to cause the second
• Example: epidemiology 

• Survivorship bias – selecting only a subpopulation that’s available for analysis, 
disregarding examples that have been made unavailable for a systematic reason.
• Example: what makes famous people famous







Reporting Bias

• Human annotators will report unusual things always, while under-
reporting normal things.
• Example: frequency of words in news corpora:

Jonathan Gordon and Benjamin Van Durme, “Reporting Bias and Knowledge Acquisition”, Proceedings of the Workshop on 
Automated Knowledge Base Construction, 2013.

Word Frequency in Corpus
“spoke” 11,577,917
“laughed” 3,904,519

“murdered” 2,843,529

“inhaled” 984,613
“breathed” 725,034

“hugged” 610,040

“blinked” 390,692



Human Cognitive Bias
Or, “the many reasons not to trust your own lying brain”





Anchoring

• The tendency to overweight the first thing you learn about a topic 
when making decisions.
• Example: calculate the values on the next slide within 5 seconds. 

Which is bigger?



Anchoring

• 1 x 2 x 3 x 4 x 5 x 6 x 7 x 8

• 8 x 7 x 6 x 5 x 4 x 3 x 2 x 1





Anchoring

• 1 x 2 x 3 x 4 x 5 x 6 x 7 x 8 = 8! = 40,320

• 8 x 7 x 6 x 5 x 4 x 3 x 2 x 1 = 8! = 1 x 2 x 3 x 4 x 5 x 6 x 7 x 8 = 40,320



Availability Heuristic

Type Miles Traveled Crashes Miles/Crash Frequency in Corpus
car 1,682,671 million 4,341,688 387,562 1,748,832

motorcycle 12,401 million 101,474 122,209 269,158

airplane 6,619 million 83 79,746,988 603,933

Jonathan Gordon and Benjamin Van Durme, “Reporting Bias and Knowledge Acquisition”, Proceedings of the Workshop on 
Automated Knowledge Base Construction, 2013.

• Over-reliance on examples that come to mind vs. the real distribution 
of situations in the world.

• Example: perceived riskiness of air travel vs. driving.

• May cause reporting bias in human-annotated data:



Base Rate Fallacy

• The tendency to overweight specific, local information over general 
information. Overreliance on specific, remembered cases rather than 
broad knowledge. 
• Also a formal statistical problem:
• Imagine 1 million people cross a border every day, and that 100 are criminals.
• Further, imagine the border agency builds a “criminality detector” that is 

correct 99% of the time and sets off an alarm for the border agent.
• Probability that any one person

• is a criminal: 0.0001
• is not a criminal: 0.9999

• The alarm goes off. What is the probability that the person is a criminal?



Base Rate Fallacy

• If the criminal detector is 99% accurate, it will:
• Detect about 99 of the 100 criminals (99%)
• Detect about .01*(999,900) = 9999 non-criminals
• So the alarm will ring for an expected 10,098 people, of whom 99 are 

criminals.
• If the alarm goes off, the probability that the person is a criminal is only ~1%!

• This is a problem for many situations with rare phenomena, like 
finding terrorists, diagnosing diseases.



Automation Bias

• Tendency to favor the output of machines/software over 
contradictory observations or intuitions, even when the machine is 
wrong.
• Examples:
• Trusting your spelchkr
• Aircraft cockpits
• Diagnostic tools designed to couple humans & ML



Others

• Belief bias – the tendency to believe/not believe facts based on 
whether you want them to be true.
• Confirmation bias – the tendency to remember information you agree 

with over information you disagree with, or to interpret information 
in a way that confirms your preconceptions.
• Hindsight bias – the tendency to see events in the past as more 

predictable than they were before they happened.
• Bias blind spot – the tendency to see yourself as less biased than 

others, and less susceptible to these cognitive biases.



Why cognitive bias?

• Memory is lossy
• Converting observations (objective) into decisions (subjective) with noise 

explains several biases.
• The brain’s information processing capability is limited

• People likely use “heuristics” – simple rules to help make decisions or 
process information quickly, and the heuristics are wrong sometimes.



Algorithmic Bias
What you get when biased people analyze biased data



Problem Formulation

• You must choose a problem that your tools can solve.
• It is tempting to use machine learning to solve every problem, but it can’t.
• You must have data that represent the problem you’re solving. The 

patterns ML extracts must represent meaningful mechanisms for that 
problem.
• Construct validity (next lecture!)



Read more here:
https://www.washingtonpost.com/technology/2018/11/16/wante

d-perfect-babysitter-must-pass-ai-scan-respect-attitude/

https://www.washingtonpost.com/technology/2018/11/16/wanted-perfect-babysitter-must-pass-ai-scan-respect-attitude/


Omitted Variable Bias

• Bias from leaving one or more relevant variables out of a model.
• Formally, when a model omits an independent variable which is 

correlated both with the dependent variable and another 
independent variable.



! = # + %& + '( + )

( = * + +& + ,

Suppose in some scenario, the true causal relationship is given by:

Suppose as well that the independent variables are related:

Here, a, b, and c are parameters and u is an error term.

Where d and f are parameters and e is an error term. Substituting, we get:

! = # + '* + (% + '+)& + () + ',)
If we only tried to estimate y from x, we estimate (b + cf) but think we’re estimating b!

If both c & f are nonzero, our estimate of the effect of x on y will be biased by an amount cf.



Confounding/Bias from Causality

• Omitted variables can confound your analysis
• Indication bias - when a treatment or intervention is indicated by a 

condition, and exposure to that treatment/intervention is observed to 
cause some outcome, but that outcome was caused by the original 
indication.

Z

X Y







Confounding/Bias from Causality

• Lice and sickness





The Problem of Proxies

• If we can’t measure the constructs we want, maybe we can measure 
something close to them.
• But we can also reconstruct sensitive information using redundant 

encodings.







Feedback Loops

• Algorithms can amplify existing bias
• See research results, e.g.:

• Ensign, Danielle, Sorelle A. Friedler, Scott Neville, Carlos Scheidegger, and Suresh 
Venkatasubramanian. "Runaway feedback loops in predictive policing." In Proceedings of 
Machine Learning Research: Conference on Fairness, Accountability, and Transparency
81:1–12, 2018.

• The effects of a system affect the system itself





Multiple Comparison, p-Hacking, and 
Spurious Correlation



Multiple Comparisons, p-Hacking, HARKing

• Multiple Comparisons: Re-using data in multiple statistical tests. If you use 
the standard p < 0.05, you’ll make a false discovery 1 time in 20.
• p-Hacking: Considering many tests on the same data, but post-selecting the 

ones that come out over some significance threshold
• Hypothesizing After the Results are Known (“HARKing”): Using observations 

after you’ve done your experiments/tests to determine a model, and acting 
as if you’d made the hypothesis all along

• Adaptive Data Analysis is a field that tries to build statistical theories around 
the use of iterative measurements/analysis to avoid false discovery



Simpson’s Paradox



Simpson’s Paradox



Gaming, Manipulation, and Dynamics

• Machine learning systems reflect the world, but can also change it.

• People tend to do what’s best for them given the state of the world, 
and so will act to receive the best treatment from an ML system.

• Goodhart’s Law: “Any observed statistical regularity will tend to 
collapse once pressure is placed upon it for control purposes.”

Goodhart, Charles (1981). "Problems of Monetary Management: The U.K. Experience". Anthony S. Courakis (ed.), Inflation, 
Depression, and Economic Policy in the West: 111–146.



Search Engine Bias
Or, “Search engines index the Internet, what did you expect?”







Associational Biases in Data Sets
Things co-occur. What can we learn from this?



Image Annotations

• Zhao, Jieyu, Tianlu Wang, Mark Yatskar, Vicente Ordonez, and Kai-Wei 
Chang, "Men also like shopping: Reducing gender bias amplification 
using corpus-level constraints," Proceedings of the Conference on 
Empirical Methods in Natural Language Processing, 2017.



Word embeddings

# Word
1 car
2 dog
3 president
4 blue
5 Larry
6 approximate
7 buffalo
… …
10,000 kitten

Vocabulary

!: # → ℝ&

• Build a representation of words in a corpus 
which captures semantics.
• Represent vocabulary V as a vector space.
• Embed that vector space in a smaller one 

(say, 300-dimensional) because smaller 
vector spaces are easier to work with, 
while preserving the semantics.

• Maximize e.g., n-gram or skipgram
probabilities







Word Embedding Bias

• Bolukbasi, Tolga, Kai-Wei Chang, James Y. Zou, Venkatesh Saligrama, 
and Adam T. Kalai. "Man is to computer programmer as woman is to 
homemaker? debiasing word embeddings." In Advances in Neural 
Information Processing Systems, pp. 4349-4357. 2016.
• Caliskan, Aylin, Joanna J. Bryson, and Arvind Narayanan. "Semantics 

derived automatically from language corpora contain human-like 
biases." Science 356, no. 6334 (2017): 183-186.





Fairness, Ethics, and Governance
Who is responsible for fixing this? How will they do it?



Modeling Fairness

• Fairness is an ideal, abstract
• Many definitions across many areas of study
• Math/statistics/computer science (game theory, voting, division of resources)
• Philosophy
• Political Science

• Essentially Contested Concepts: Concepts where there is wide 
agreement that a concept exists, but not agreement on how to realize 
it: “art”, “justice”, “fairness”
• Next lecture: some mathematics around fairness in ML



The Limits of Engineering Ethics

• Claim: to respond to bias in ML, data scientists should be more ethical
• However: the problems of bias are often inherent:
• Data represent the world, and the world isn’t equitable.
• Data may have correlated measurement error even without ethical lapse
• Many issues stem from mis-formulating or misunderstanding the task/model

• Ethics is often a way of setting rules around what you were already doing
• Engineering ethics allows building weapons, so long as they work right

• Therefore: upholding ethics is good, but overcoming bias requires more



The role for Computer Scientists:
Validating for Inclusion
• Instead of attempting to build ML that is fair or blindly following 

codes of ethics, focus on concrete solutions to known problems
• evaluate datasets, ML systems for bias
• Determine the sources of/causes for the bias and design in light of these
• Ask how to make the systems/data more inclusive
• Validate what you build, so you know it works

• Test models/software
• Design resiliently & fix bugs
• Reflect reality as best you can

• Next Lecture: Measuring and responding to bias



“Remember that all models are wrong; 
the practical question is how wrong do 
they have to be to not be useful.”

-George E. P. Box


