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Outline
Slides, references and auxiliary material available at  
https://github.com/ielab/afirm2019-health-search 

• In this lecture: Health Information, End Users & Tasks 
• Lecture derived from full day tutorial on health search. Other topics include:  

• Techniques and methods 
• Hands-on with health semantic IR methods 
• Evaluation, open challenges and future directions  

• You can find more slides and material at https://ielab.io/health-search-tutorial/
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We separately discuss tasks and methods because: 
• Some methods have been applied across tasks 
• Some tasks are affected by the underlying same problems

https://github.com/ielab/afirm2019-health-search
https://ielab.io/health-search-tutorial/


Why health search?
• Large societal impact 

• Advances in health search, could potential translate in better health/
society/economy 

• Good field for attracting research funding 

• Fundamental problems are the same/similar to other area of 
IR, just exacerbated 

• Semantic gap 

• Query formulation 

• Result understanding 

• Cognitive biases, incorrect information fake news, etc

�3



The myriad of 
health information
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• Main purpose of health records: to communicate information 
between clinicians 

• Often notes contain instructions from one person to another; 
e.g. from doctor to nurse 

• written by both physicians and nurses 

• record events during a patient's care 

• to compare past status to current status,  

• to communicate findings, opinions and plans between 
physicians/nurses  

• for retrospective review of case details
�6
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Samuel J. Smith 

1234567-8 

4/5/2006 

HISTORY OF PRESENT ILLNESS: Mr. Smith is a 63-year-old gentleman with coronary artery 
disease, hypertension, hypercholesterolemia, COPD and tobacco abuse. He reports doing 
well. He did have some more knee pain for a few weeks, but this has resolved. He is 
having more trouble with his sinuses. I had started him on Flonase back in December. 
He says this has not really helped. Over the past couple weeks he has had significant 
congestion and thick discharge. No fevers or headaches but does have diffuse upper 
right-sided teeth pain. He denies any chest pains, palpitations, PND, orthopnea, 
edema or syncope. His breathing is doing fine. No cough. He continues to smoke about 
half-a-pack per day. He plans on trying the patches again. 

CURRENT MEDICATIONS: Updated on CIS. They include aspirin, atenolol, Lipitor, Advair, 
Spiriva, albuterol and will add Singulair today. 

ALLERGIES: Sulfa caused a rash. 

SOCIAL HISTORY: Smokes as above. 

REVIEW OF SYSTEMS: CONSTITUTIONAL: Weight stable. GI: No abdominal pain or change in 
bowel habits. 

PHYSICAL EXAMINATION: 

VITAL SIGNS: Weight is 217 lbs, blood pressure 131/61, pulse 63. 

HEENT: TMs clear bilaterally, mild maxillary sinus tenderness on the right, nasal 
mucosa boggy with moderate discharge, teeth in good repair with no erythema or 
swelling 

LUNGS: Clear, even with forced expiration. 

health specific terms

acronyms

negated terms

temporal

quantities/measurements

brand name vs  medication

Health Records:  
Clinical Notes



Clinical notes often noisy: 

• Acronyms often cannot be told apart:  
• "ARF" could mean "Acute Renal Failure" or "Acute 

Rheumatic Fever” 

• Not consistent headings among notes 
• HISTORY OF PRESENT ILLNESS vs HPI 
• MEDICATIONS vs CURRENT MEDICATIONS 

• Temporal aspects: PAST MEDICATIONS, 2 weeks, etc 

• Negations: No fever, denies pain, etc…
�8
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Clinical Notes



Clinical notes often noisy: 

• Quantities & measurements require specific parser and 
interpretation:  

• blood pressure 131/61: is it high? low? 

• Brand name vs medication: requires domain knowledge 

• Atorvastatin [medication] vs Lipitor [brand name] vs Statins 
[medication class] 

• Health specific terms & synonyms, requires understanding 
of relations 

• High blood pressure VS hypertension
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Health Records:  
Laboratory Reports

Often reports quantities,  
in tabular form 

(thus difficult to machine-read)

Often come with  
comments/observations



• Part of laboratory testing 
• X-ray images, CT scans, MRIs, ultrasound imaging 
• Sometimes images come along with textual comments/

interpretations: e.g. x-ray reports 
• Interesting for many multimodal information access tasks 

• We do not discuss problems in medical image retrieval here. 
Plenty of work done from the community, both TBIR and CBIR. 
Have a look at relevant ImageCLEF tasks
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Health Records:  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• Authorities collect medical data for surveillance and 
statistical purposes (more on these tasks later) 

• Records that are collected are usually:  

• Laboratory tests and reports 

• Death certificates 

• Entries completed through forms 

• Collected at population level, into purpose-built 
databases
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Health Records:  
Registries & Certificates
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Health Records:  
Death Certificates

Very structured: follow set 
template, with specific rules 

and meaning

Contain domain specific 
terminology



Medical Scientific  
Publications

• Classification of scientific publications 

• Primary research:  

• Published in journals conference proceedings, technical reports, books, etc. 

• Includes re-analysis, e.g., meta-analysis and systematic reviews  

• e.g. PubMed/Medline; often available as title+abstract, not full text 

• Pubmed is an interface used to search Medline, as well as additional 
biomedical content. 

• Secondary research:  

• reviews, condensations, synopses of primary literature  

• textbooks and handbooks 

• Guidelines important for normalising care and measuring quality 
�14
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Clinical Trial Descriptions
• Clinical trials are experiments/observations done in clinical research 
• Designed to answer specific questions about biomedical or 

behavioral interventions, including treatments and interventions 
• Clinical trial protocol (description): document used to define and 

manage the trial.  
• prepared by panel of experts 

• describes scientific rationale, objective(s), design, population, 
methodology, statistical considerations and organization of the trial 

• Contains inclusion/exclusion criteria of participants 
• Clinical trials descriptions are also used to advertise and recruit 

participants for the trial
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https://clinicaltrials.gov/ct2/show/NCT03036345

Clinical Trial Descriptions



Websites
• Curated websites: 

• Health portals: webmd, mayoclinic, medlineplus, uptodate, medscape, 
everydayhealth, etc 

• Often from govt, company, edu 

• Generalist knowledge bases: Wikipedia (EN: 4.8 billion pageviews in 2013) and 
other wikis (https://en.wikipedia.org/wiki/List_of_medical_wikis) 

• Symptom checkers: provide diagnoses and triaging based on Q&A interaction 

• E.g. https://symptoms.webmd.com 

• Provide carefully collated health information, reliable, clearly written 

• Sometimes inconclusive, e.g. “consult a doctor” 

• Symptom checkers often incorrect, or inconclusive 
• [Semigran et al, 2015]: 23 symptom checkers studied:  

66% of cases misdiagnosis; 43% of mis-triaged
�17

https://symptoms.webmd.com


Websites
• Un-curated websites: 

• promotional: attempt to promote a service/treatment/etc 

• experiential: reporting on the experience with a disease/
treatment/service provider 

• informational: provide info about a product/service 

• Often from company, individual (doctor, health advocate, 
patient), news 

• Widely vary in quality, trustworthiness and ease of 
understanding 

• Often forcefully driving to a specific choice/solution
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Websites
• Un-curated websites: 

• Forums: reddit AskADoctor (et al), PatientsLikeMe, HealthTap, 
patient.info 

• Often connect patients with doctors 

• Of varying quality and control, e.g. Reddit VS HealthTap 

• Social media: increasing use of Facebook, Twitter for sharing 
health content [Benetoli et al., 2017] 

• Healthcare promotion, but also promotion of products/services 

• Asking/sharing health advice among personal network, 
personal experiences
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[Zhang et al., 2015]: systematic review of literature on quality of online health 
information (N=165). Literature has measured  

1. substance of content: accuracy and completeness 

2. formality of content: currency, credibility (trustwortiness), 
readability (understandability)  

3. design of platforms: accessibility, aesthetics, navigability, interactivity, 
privacy, cultural sensitivity 

• quality of health information varied across medical domains and 
websites 

• overall quality is problematic (55.2% negative, 6.1% positive) 
• most analysed work has not used “real” queries

�20

Quality of health 
information online



• [Scullard et al., 2010]: evaluated first 
100 search results for 5 paediatric web 
queries 

• 39% gave correct information; 11% 
were incorrect and 49% failed to 
answer the question 

• Correctness varied across topics, gov 
sites gave uniformly accurate advice
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• [Rains et al., 2009]: studies what influence credibility of health web 
pages (N=86, students) 

• structural features of pages and message characteristics related 
to perceptions of credibility 

• Credible websites have: navigation menus, links to external web 
sites, organisation’s physical address, statistics, 
references&quotes, and identification of authorship 

• [Sbaffi&Rowley, 2017]: review of literature on health web pages trust (N=73) 

• Positive effect on trust: ease of use, content, website design, clear 
layout, interactive features, authority of owner/author 

• Negative effect on trust: advertising

�22
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• Many studies on readability/understandability of health 
web pages 

• Based on measures of readability, e.g. [Hutchinson et 
al., 2016]:  

• Used Flesch Kincaid Grade Level, Gunning Fog 
Score, SMOG index, Coleman Liau Index, Automated 
Readability Index  

• Top Google results hard to understand for grade <9; 
NIH recommendation grade 6-7. 

• Based on assessments:  

• [Palotti et al., 2015] analysis of CLEF 2015 CHS 
qrels: people believe they well understand only ~40%
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High quality health webpages:  
HON Guidelines

• Health On the Net (HON): organisation that promotes transparent 
and reliable health information online 

• HON guidelines for web pages: https://www.hon.ch/HONcode/
Guidelines/guidelines.html 

• This could be used as features to determine quality of page:

�24

• Indication of authorship (if 
collaborative platform: whether 
moderated) 

• Purpose of website 

• Confidentiality & privacy 

• Referencing and dating

• Justification of claims, all brand names 
identified 

• Website contact details/contact form 

• Disclosure of funding sources 

• Advertising policy

https://www.hon.ch/HONcode/Guidelines/guidelines.html
https://www.hon.ch/HONcode/Guidelines/guidelines.html


Users and tasks
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Users & Tasks
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What do clinicians search for?
[Ely et al., 2000]: created a taxonomy of clinical questions 

• Analysed ~1400 questions -> 64 generic question types. Top 10:  
• What is the drug of choice for condition x? (11%)  

• What is the cause of symptom x? (8%) 

• What test is indicated in situation x? (8%)  

• What is the dose of drug x? (7%) 

• How should I treat condition x (not limited to drug treatment)? (6%) 

• How should I manage condition x (not specifying diagnostic or therapeutic)? (5%) 

• What is the cause of physical finding x? (5%) 

• What is the cause of test finding x? (5%) 

• Can drug x cause (adverse) finding y? (4%) 

• Could this patient have condition x? (4%) 

• These are questions asked by clinicians in primary care, not queries to a 
search system
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[Del Fiol et al., 2014]: systematic review focusing on clinicians questions 

• 0.57 questions per patient  

• 34% of questions concerned drug treatment; 24% concerned 
potential causes of a symptom, physical finding, or diagnostic test 
finding 

• Only 51% of questions are pursued  

• Why not: (A) lack of time (B) doubt that a useful answer exists 

• Makes a case for just-in-time access to high-quality 
evidence in the context of patient care decision making  

• Found answers to 78% of those pursued (not just through search) 

• Note answers may not be correct!
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Queries: 

• [Meats et al., 2007] analysed TRIP database queries: 
• most single term; ~12% Boolean operator (11%“AND” + 0.8% “OR”) 

• PICO elements: population was most commonly used; lesser use of 
intervention. Comparator and outcome rarely used 

• top 20 terms related to disease, condition, or problem; fewer terms related to 
treatment, intervention, or diagnostic test  

• users interested in conducting effective/efficient searches but do not know 
how 

• [Tamine et al., 2015]: examined clinical queries from TREC 
(Genomics, Filtering, Medical Records) and imageCLEF 
• language specificity level varies significantly across tasks as well as 

search difficulty 
�29
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Queries: 
• [Palotti et al., 2016]: analysed HON+TRIP+others logs 

• 2.91 terms per query / 3.24 queries per session 

• Disease queries more prevalent than treatment 

• [Koopman et al., 2017]: analysed query behaviour of a 
clinicians (N=4) 

• Number of queries a clinician would issue depend on: topic & 
clinician 

• Verbose querier (avg-len: 5.1-6.6 terms) vs concise querier (avg-len: 
2.8-3.5 terms) 

• Verbose querier enters on average less queries per topic (1.37-1.59); 
concise querier enters on avg more queries (2.54-2.81)

How do Clinicians Search?



Time: 
• [Hoogendam et al., 2008]: < 5 minutes 
• [Westbrook et al., 2005]: ~8 minutes 
• [McKibbon et al, 2006]: ~13 minutes 
• [Palotti et al., 2016]: ~4.5 minutes 

• medical experts more persistent, interact longer with 
search engine than consumers

�31

How do Clinicians Search?



Clinicians’ Search Tasks
• Evidence based medicine: searching literature to answer a clinical question 

(diagnosis/test/treatment) [Roberts et al., 2015] 

• Clinicians expected to seek and apply the best evidence to answer their clinical 
questions   

• Large reliance on secondary literature: guidelines, handbooks, synthesised 
information (57% of clinicians prefer secondary literature [Ellsworth et al., 2015]) 

• Primary literature of interest: re-analyses 
(Note, TREC CDS considers only primary literature) 

• Precision Medicine: akin to EBM, but no “one size fits all”: proper treatment 
depends upon genetic, environmental, and lifestyle [Roberts et al., 2017] 

• use detailed patient information (genetic information) to identify the most effective 
treatments 

• huge space of treatment options: difficulty in keeping up-to-date & hard to 
determine the best possible treatment 

(Note, TREC PM also considers clinical trials as a fall-back)
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Medical Researchers’ Search Tasks
• Clinical Trials:  

• MR/Org: leverage health records to identify potential 
participants [Voorhees, 2013] 

• Clinician: given a patient, identify clinical trials the patient 
could be eligible for [Koopman&Zuccon, 2016]

�33
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Different Users Search Differently  
for Clinical Trials
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“A 51-year-old woman is seen in clinic for 
advice on osteoporosis. She has a past 
medical history of significant hypertension 
and diet-controlled  diabetes mellitus. She 
currently smokes 1 pack of cigarettes per 
day. She was documented by previous LH and 
FSH levels to be in menopause within the 
last year. She is concerned about breaking 
her hip as she gets older and is seeking 
advice on osteoporosis prevention.”

“51-year-old smoker with 
hypertension and diabetes, in 
menopause, needs recommendations 
for preventing osteoporosis.”

Automatic system on GP 
computer thing to match health 
record with a trial

GP searching

• peripheral arterial disease
• cardiovascular disease
• peripheral vascular disease and possible 
therapies to prevent ischaemic limb

• calf Pain Exercise History of Myocardial 
infarct Hypertension polypharmacy

• peripheral vascular disease trial
• lower limb claudication trial
• peripheral arterial disease trial

Medical specialist performing ad-hoc search
[Koopman&Zuccon, 2016]



Medical Researchers’ Search Tasks
• Systematic Reviews: identify literature to screen for 

inclusion in a systematic review [Scells et al., 2017; 
Kanoulas et al., 2017] 

• Systematic review is a focused literature review 

• Synthesises all relevant documents for a particular 
research question; following protocol (which defines a 
boolean query) 

• Guide clinical decisions and inform policy 

• Cornerstone of evidence based medicine
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RESEARCH QUESTION: ARE CARDIO SELECTIVE BETA-BLOCKERS…

RECOMMENDATION: BETA-BLOCKER TREATMENT
REDUCES MORTALITY…

QUERY FORMULATION

RETRIEVAL

SCREENING

SYNTHESIS

…

Studies synthesised to  
produce recommendation

Research question 
created

4 million citations retrieved

= 10 STUDIES

= 1,000,000
= 100

26 million citations in PubMed

278 citations screened  
as potentially relevant

22 studies chosen  
to be included



Queries in Systematic Reviews
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1.  (adrenergic* and antagonist*).tw.
2.  (adrenergic* and block$).tw.
3.  (adrenergic* and beta-receptor*).tw.
4.  (beta-adrenergic* and block*).tw.
5.  (beta-blocker* and adrenergic*).tw.
6.  (blockader*.tw. or Propranolol/ or Sotalol/)
7.  or/1-6
8.  Lung Diseases, Obstructive/
9.  exp Pulmonary Disease, Chronic Obstructive/
10. emphysema*.tw.
11. (chronic* adj3 bronchiti*).tw.
12. (obstruct*.tw. adj3 (lung* or airway*).tw.)
13. COPD.tw.
14. COAD.tw.
15. COBD.tw.
16. AECB.tw.
17. or/8-16
18. 7 and 17

THESE AREN’T YOUR NORMAL BOOLEAN QUERIES



Anatomy of a Systematic  
Review Query
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WILDCARD EXPLICIT STEMMING

GROUPING

SUB-GROUPING

ADJACENCY OPERATORS

FIELD RESTRICTIONS

MeSH HEADING

MeSH “EXPLOSION”

1.  (adrenergic* and antagonist*).tw.
2.  (adrenergic* and block$).tw.
3.  (adrenergic* and beta-receptor*).tw.
4.  (beta-adrenergic* and block*).tw.
5.  (beta-blocker* and adrenergic*).tw.
6.  (blockader*.tw. or Propranolol/ or Sotalol/)
7.  or/1-6
8.  Lung Diseases, Obstructive/
9.  exp Pulmonary Disease, Chronic Obstructive/
10. emphysema*.tw.
11. (chronic* adj3 bronchiti*).tw.
12. (obstruct*.tw. adj3 (lung* or airway*).tw.)
13. COPD.tw.
14. COAD.tw.
15. COBD.tw.
16. AECB.tw.
17. or/8-16
18. 7 and 17



Why improving search within 
systematic reviews is important
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• A majority of reviews require >1,000 hours to complete 
[Allen&Olkin, 1999] 

• Can cost upwards of a quarter of a million USD 
[McGowan&Sampson, 2005] 

• [McGowan&Sampson, 2005]: Most expensive and 
laborious phases prior to eligibility



• People seek health advice online, often through search engines 

• 1/3 Americans [Fox&Duggan, 2013] 
• 65-95% of people across different countries [McDaid&Park, 2010] 

• Many consumers reported being unable to find satisfactory information when 
performing a specific query [Zeng et al., 2004] 

• information found was not new 

• information found was too general 

• confusing interface or organization of website 

• information overload (too much information was retrieved) 

• Vast differences in comprehension, searching abilities, and levels of 
information needs

Consumers searching for Health 
Advice on the Web
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The dark side of searching for health 
advice on the Web

• Cyberchondria: unfounded escalation of concerns about common 
symptomatology, based on the review of search results and literature on the Web 
[White&Horvitz, 2009] 
• log-based study + survey of 515 search experiences 
• escalation associated with  

• amount and distribution of medical content viewed by users,  
• presence of escalatory terminology in pages visited 
• user’s predisposition to escalate versus to seek more reasonable explanations 

• [Pogacar et al., 2017]: search engine results can significantly influence people taking 
positive/negative decisions based on correct/incorrect health information 
• User study (n=60) with biased search results towards correct or incorrect information 

regarding treatment 
• more incorrect decisions when interacting with results biased towards incorrect 

information 
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What do consumers search for?
• [Schwartz et al., 2006] surveyed ~1400 families 

• Search topics: diseases/conditions (79%), medications 
(53%), nutrition&exercise (48%), providers (35%), 
prevention (34%), alternative therapies (25%) 

• Subtasks in consumer health search: 

• Finding health advice (to support health decision) 

• Understand condition, treatments, etc 

• Find health provider
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How do consumers search?
• [Eysenbach&Köhler, 2002]:  

• 65% of queries are single keyword; 3.5% contain a 
phrase.  

• Rarely look beyond first SERP 

• Spend about 6 minutes searching 
• [Zeng et al, 2006]: ~60-70% queries are one to two 

words 

• difficulty in understanding and use medical 
terminology.
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• Analysed transaction logs, video screen 
capture, retrospective verbal protocols, self-
reported questionnaires 

• ~1.3 queries per search task.  
• query length ~ 4.2 keywords (3.2 

stopwords) 

• ~ 5.4 SERPs examined  

• significant problems in query formulation 
and in making efficient selections from 
SERP
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How do consumers search?

227

Toms and Latter How consumers search

search engine). About 63 per cent used the searchbox to enter a query, 6 per cent chose 
the categories, and the remainder used mixed approaches, either starting with a query and 
then using the categories (10%) or vice versa (21%).

In addition, the amount of time spent on each task was examined. As seen in Figure 1, 
participants spent an average of 4.5–9 minutes per task. But notable from the chart is 
the amount of time spent on the results page, compared with the amount of time spent 
creating a query, examining the webpage selected from the results list, or further examining 
pages deeper in the site (F(4, 47) = 8.08, p  < 0.001). Post hoc comparisons indicate that 
participants spent as much time interpreting the results list as in comprehending the 
information presented on the webpage.

Formulating queries and selecting categories

For each of the tasks, participants varied in the queries they created to search for information 
on each topic. Tables 1 and 2 illustrate that variability in query entries and category selections 
for the fi rst and second search topics. The ‘fl u shot’ query in particular illustrates the range 
of possible queries used to locate appropriate information; 23 entries were provided by 
the 12 people who responded to this search task. The second one (see Table 2) had less 
variability in query content.

Because the other two tasks were personalized, the exact search queries and/or categories 
used are not provided. Below is the variety of information problems that were searched 
and thus used in our data collection:

• List two of the generally recommended treatments for . Participants 
searched for: cancer, epilepsy, thyroid cancer, heart blockage, fl u, hearing loss, 
depression, sunburn, poison ivy, dyslexia, halitosis treatments, lower back pain.

Figure 1 Time spent at each

query

SERP

page

site

• 4.5–9 minutes per task.  
• Time spent on SERP ~ time spent on 

webpage 

• [Toms&Latter, 2007] examined search behaviour of 48 
consumers on 4 health search tasks

Image from [Toms&Latter, 2007]



Exploratory Behaviour in CHS
• [Cartright et al., 2011] argue 

that a portion of health-directed 
searches are exploratory in 
nature. These could be divided 
into two iterative phases 

• evidence-directed: findings 
are fused to construct a list of 
potential explanatory diagnoses 
ranked by likelihood 

• hypothesis-directed: list of 
diagnoses used to guide 
collection of additional 
evidence, to validate/choose 
hypotheses. 
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ABSTRACT 
We study information goals and patterns of attention in explorato-
ry search for health information on the Web, reporting results of a 
large-scale log-based study. We examine search activity associat-
ed with the goal of diagnosing illness from symptoms versus more 
general information-seeking about health and illness. We decom-
pose exploratory health search into evidence-based and hypothe-
sis-directed information seeking. Evidence-based search centers 
on the pursuit of details and relevance of signs and symptoms.  
Hypothesis-directed search includes the pursuit of content on one 
or more illnesses, including risk factors, treatments, and therapies 
for illnesses, and on the discrimination among different diseases 
under the uncertainty that exists in advance of a confirmed diag-
nosis. These different goals of exploratory health search are not 
independent, and transitions can occur between them within or 
across search sessions. We construct a classifier that identifies 
medically-related search sessions in log data. Given a set of 
search sessions flagged as health-related, we show how we can 
identify different intentions persisting as foci of attention within 
those sessions. Finally, we discuss how insights about foci dy-
namics can help us better understand exploratory health search 
behavior and better support health search on the Web. 

Categories and Subject Descriptors 
H.3.3 [Information Storage and Retrieval]: Information Search 
and Retrieval – search process, information filtering.  

General Terms 
Experimentation, Human Factors. 

Keywords 
Health search, medical search, diagnosis, cyberchondria. 

1. INTRODUCTION 
Search engines are an important resource in locating medical in-
formation online. A December 2009 poll found that 66% of Inter-
net users have pursued online information about health or medi-
cine [20]. The Web has become a primary source of information 
about illnesses or treatments and a first stop for many when con-
cerning symptoms emerge. Exploratory search describes a class of 
search activities that move beyond fact retrieval toward fostering 
learning, investigation, and information use [19]. Previous studies 
have shown that people use search engines to perform exploratory 
health search (EHS), where they diagnose medical conditions or 
perform informational health-related searches [23][28]. 
 

Hypothesis-
Directed Inference

Evidence-Directed 
Inference

Stop? SAT/DSAT,
Action

Diagnostic 
Intent

Informational 
Intent

Yes

No

Stop? Yes

No

Initial intention
(diagnosis, information)

Initial intention
(diagnosis, information)
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Action

 
Figure 1. Intentions and flow of attention  

in exploratory health search. 
We consider different informational goals associated with explor-
atory health search.  In particular, we consider diagnostic search 
versus more general information-seeking about health and illness. 
We further partition diagnostic search into evidence-directed and 
hypothesis-directed information seeking. Evidence-based search 
focuses on the relevance of signs and symptoms to the potential 
existence of one of more medical disorders.  With hypothesis-
directed search, information is sought specifically about one or 
more illnesses.  Hypothesis-directed information seeking plays a 
role in diagnostic search, where searchers pursue information 
about confirming or ruling out of potential disorders. However, 
hypothesis-directed search also describes the pursuit of infor-
mation such as risk factors and therapies for illnesses, including 
the search for information on disorders that have been previously 
diagnosed by professionals.   
We borrow the concepts of evidence-directed and hypothesis-
directed phases of analysis from studies of diagnostic problem 
solving in medicine, which have demonstrated that physicians 
often employ an approximation of hypothetico-deductive reason-
ing [10], a method that involves a volley between two phases of 
analysis. In an evidence-directed phase, findings are fused to con-
struct a list of potential explanatory diagnoses ranked by likeli-
hood. In a hypothesis-directed phase, the current list of diagnoses 
ranked by likelihood is used to guide the collection of 
additional evidence, centering on discriminating among the com-
peting hypotheses. The additional evidence collected via this 
phase is then considered, along with the evidence collected earli-
er, in a revised evidence-directed phase. Several automated deci-
sion-support systems for diagnosis and triage have been devel-
oped that employ the hypothetico-deductive cycle [11][13][17].  
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results in a single point on the curve: a single (false positive rate, 
true positive rate) coordinate, shown for each method in Figure 1. 
Table 2 shows the weights assigned by the classifier to each of 
features used in the classifying whether a session is evidence-
directed, hypothesis-directed, or both per the definitions of these 
categories for the study. We focus on the sessions identified as 
EHS-related by the Both classifier for the remainder of the paper 
as it had the highest accuracy and allowed us to extract and study 
examples of hypothesis- and evidence-directed search behaviors. 
The presence of medical Websites (HasMedicalSites) such as 
WebMD and PubMed is the most predictive feature of EHS ses-
sions, followed by queries associated with pain or feelings (Has-
Observations). Other features such as NumYoutubeViews and the 
fraction of the session that are image searches (PctImages) are 
negatively correlated with the search session being medically-
oriented. Features such as the average amount of time users spend 
on a page (AvgPageDwellTime) and the number of actions in a 
session (NumActions) had little predictive value for this task.  
Using the Both classifier, we automatically labeled the original 
full data set described in Table 1, setting   to 0.95. We did this to 
increase classification precision, and to help ensure that the recov-
ered set contains few false positives at the cost of missing a por-
tion of the EHS sessions. Following automatic labeling, we ob-
tained 249,833 sessions (from 94,498 users) that we considered as 
EHS-related. Hereafter we refer to these EHS sessions as  , and 
we use them for the analysis performed in the rest of the paper. 

4. DYNAMICS OF ATTENTION  
We have focused on the automated classification of EHS sessions. 
This is necessary to create a subset of all sessions that we can use 
to study the dynamics of the focus of attention in exploratory 
health search. We now turn to extracting foci from those sessions 
and characterize focus of attention during health searches. 

4.1 Extracting Intentional Foci 
Beyond focusing on evidence- and hypothesis-directed phases of 
EHS, we magnified our analytic resolution to the sub-session 
level, to examine user behavior at each step in sessions. To better 
understand user activity within a single session, we define several 
concepts and provide a formulation for investigating the flow of 
intentions during exploratory health search. As mentioned above, 
we consider actions to only be queries submitted to a search en-
gine. We consider sessions to be temporally ordered sets of ac-
tions. For any action, we attempt to extract a focus associated with 
that action. We shall focus here only on actions that are search 
queries as: (i) extracting information from the URL string itself 
provides only partial coverage of the remaining actions and we 
have no gauge of how well these extractions correlate to current 
intent, and; (ii) content analysis of Web pages may introduce sig-
nificant noise into the process of extracting foci. Web pages con-
taining medical content may cover many topics on a single page, 
raising the likelihood of making erroneous extractions of foci. 

4.1.1 Defining Medical Foci 
During our analysis of the 1,238 labeled sessions, we identify 
three types of foci. These include the pursuit of information on 
symptoms, causes, and remedies, corresponding to evidence-
directed, hypothesis-directed (diagnostic intent), and hypothesis- 
directed (informational intent) behaviors respectively. For the 
focus of attention study, we take as causes conditions that explain 
one or more symptoms. A symptom is a physical manifestation 
that is seen as a departure from normal function, even if the un-

derlying cause may not be a malady. A remedy is a step taken to  
treat a cause. Symptoms expressed in queries likely indicate evi-
dence-directed phases, and causes input as queries likely indicate 
hypothesis-directed phases. Remedies in queries are indications of 
users seeking treatment information and are likely indications of 
users with non-diagnostic, hypothesis directed goals. 

q1 q2 q3 q4

Frames:

Actions:

Symptoms:
  [headache,0]
Causes:
  [stress,0], [concussion,1]
Remedies:
  None

Symptoms:
  [headache,1]
Causes:
  [stress,1], [concussion,2]
Remedies:
  [aspirin,0]

[stress headache][concussion] [aspirin]

...

Figure 2. Generating references and frames for foci. 
 

When we extract a focus from an action, we consider that instance 
to be a reference to that focus. We may extract any number of foci 
from a given action, for example a query for [exercises for chron-
ic back pain] is identified as the symptom “back pain” and reme-
dy “exercise.” We define a frame to be the representation of the 
user‟s focus of attention over a single action. Each frame consists 
of three ordered lists, one each for symptoms, causes, and reme-
dies, respectively. Each item in a list maintains the number of 
times that particular cause or symptom has been referenced thus 
far in the session and the number of steps since the last reference 
(which is zero if the item is first seen in the current frame). 
Figure 2 shows an example of a medically focused search session, 
with queries (black circles) and page views (rectangles) as the 
actions. The figure shows how we extract frames from the queries 
of these sessions and how the frames evolve over the course of the 
search session as more queries are issued by the searcher. 

4.1.2 Identifying Medical Foci in Sessions 
Identifying diagnostic foci from search sessions is challenging. 
We see large variations in users‟ search behaviors, including how 
they specify their information needs and the strategies they em-
ploy in exploratory health search. To identify symptoms, causes, 
and remedies in the context of a medically relevant query, we use 
methods similar to those described earlier for labeling EHS ses-
sions. For each focus type, we employ a set of rules, partly based 
on compiled dictionaries of potentially salient terms and phrases 
identified via a manual review of query logs. We formulate a set 
of regular expressions based on common patterns for each focus 
type that appeared in the log data. Some examples are as follows:  

x Symptoms (evidence directed): 
o rules such as <body part> pain, where body part is de-

rived from lists of major appendages, organs, etc.; 
o terms/phrases such as “ache” and “dizziness”, and; 
o expressions (e.g., query starts  “pain in” or “causes of”). 

x Causes (hypothesis-directed � diagnostic intent): 
o rules such as <body part> failure; 
o terms/phrases such as “acid reflux” and “sinusitis”, and; 
o expressions (e.g., “symptoms of” or “diagnosis of”). 

x Remedies (hypothesis-directed � informational intent): 
o terms such as “treatment”, “clinic”, and “doctor”, and; 
o expressions (e.g., “cure for” or “treatment for”). 

These rules and resources are used to extract foci automatically 
from all queries in all sessions in  . Although the generalizability 
of this methodology is limited, we believe that the labels can pro-

Images from [Cartright et al., 2011] 
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Cognitive bias when search for 
health information

• Web searchers exhibit their own biases and are also subject to bias from 
search engine [White, 2013], e.g. favour positive information over negative 

• [Lau&Coiera, 2007]: 75 clinicians + 227 students; studied influence on decision 
post-search of different biases: 
• prior belief (anchoring): p ︎ 0.001 
• documents order effect: clinicians p︎ 0.76; students p ︎0.026 
• documents processed for different lengths of time (exposure effect): 

clinicians p  0.27; students p︎ 0.0081  

• reinforcement through repeated exposure to a document: no 
significant impact (clinician p 0.31; students p 0.81) 

• [Lau&Coiera, 2006] proposed bayesian model to predict the impact of search 
results on health decision, with cognitive biases 

• [Lau&Coiera, 2009] proposed mechanisms to de-bias search (mostly to do with 
search result presentation) �47



Summary of Problems in CHS
• Query formulation 

• Vocabulary mismatch b/w layman and professional 
language 

• Describing rather than naming (circumlocutory 
queries): use of medical terminology 

• Result appraisal (both SERP and document) 
• Understanding medical language/resources 
• Ability to tell correct from incorrect advice (credibility) 
• Cognitive biases
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Summary of Problems when 
Clinicians Search

• Mostly centred around the semantic gap problem [Koopman 2014] 

• the difference between the raw (medical) data/evidence and the way a human 
being might interpret it [Patel et al., 2007] 

• Vocabulary mismatch 
• hypertension vs. high blood pressure 

• Granularity mismatch 
• Malaria vs. Plasmodium 

• Conceptual implication 
• Dialysis Machine → Kidney Disease 

• Inferences of similarity 
• Comorbidities (Anxiety and Depression) 

• Other problems: use of negation, temporality and quantities, age/gender, levels of 
evidence (e.g. discharge summary VS lab test; study VS systematic review)
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Note semantic gap problems 
occur also for CHS, with 

vocabulary mismatch being 
the most prevalent



Pointers to Methods, 
Evaluation, Resources
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Pointers to: Methods in Health 
Search

• Dealing with the semantic gap: exploiting the 
semantics of medical language 

• concept based search & inference, query expansion, learning 
to rank, embeddings, neural networks 

• Implicit VS explicit semantics 

• Dealing with the nuances of medical language 
• negation, family history, understandability 

• Understanding and aiding query formulation 
• query variations, query reformulation, query clarification, query 

suggestion, query intent, query difficulty, task-based solutions
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Implicit VS Explicit Semantics

• Explicit semantics: structured human representation of 
knowledge and its concepts 

• e.g., medical terminologies 
• Implicit Semantics: draw representation of words/concepts 

from data  
• e.g., distributional/latent semantic models
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ICD 

International Statistical 
Classification of Diseases and 
Related Health Problems 
(ICD) 

Diagnosis classification from 
World Health Organisation 

Used extensively in billing

�53



Unified Medical Language System (UMLS)

• UMLS is a compendium of many controlled 
vocabularies in the biomedical sciences 

• Combined many terminologies under one 
umbrella 

• UMLS concept grouped into higher level semantic 
types 

• Concept: Myocardial Infarction [C0027051] of type Disease or Syndrome [T047] 

• https://uts.nlm.nih.gov//metathesaurus.html
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An important note
• These resources contain information that can help characterise medical 

language 

• Synonyms of a term 

• Relationship between terms/concepts 

• Rarely do these resources contain information that directly answers questions 
like 
 
 
 
 
 

• That is, they do not directly resolve the clinical questions presented in 
[Ely et al., 2000] taxonomy 

• They capture truisms/universal facts, not subjective knowledge/things that 
could change over time �55

• What is the drug of choice for condition 
x? 

• What is the cause of symptom x? 
• What test is indicated in situation x?  
• How should I treat condition x (not limited 

to drug treatment)? 

• How should I manage condition x (not 
specifying diagnostic or therapeutic)? 

• What is the cause of physical finding x? 
• What is the cause of test finding x? 
• Can drug x cause (adverse) finding y?  
• Could this patient have condition x?



Implicit Medical Concept 
Representations: Word Embeddings

• [Pyysalo et al., 2013]: word2vec and random indexing on very large 
corpus of biomedical scientific literature.  http://bio.nlplab.org 

• [De Vine et al., 2014]: word2vec on medical journal abstracts 
(embedding for UMLS) 
• Learns embedding of a concept, from co-occurrence with 

concepts 

• [Zuccon et al., 2015, b]: word2vec on TREC Medical Records 
Track.   
http://zuccon.net/ntlm.html 

• [Choi et al., 2016]: word2vec on medical claims (embedding for 
ICD), clinical narratives (embedding for UMLS)    https://github.com/
clinicalml/embeddings
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Implicit Medical Concept 
Representations: Word Embeddings

• [Beam et al., 2018]: cui2vec (variation of word2vec) on 60M 
insurance claims + 20M health records + 1.7M full text 
biomedical articles.   
https://figshare.com/s/00d69861786cd0156d81 

• [Miftahutdinov et al., 2017]: word2vec trained on online user-
generated drug reviews (e.g., askapatient.com, amazon, 
webmd, etc):  
https://github.com/dartrevan/ChemTextMining/tree/master/
word2vec 

• Nuances of medical word embeddings:  
• [Chiu et al., 2016]: bigger corpora do not necessarily 

produce better biomedical word embeddings
�57
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Pointers to: Evaluation in Health 
Search

• Specific evaluation challenges: relevance and beyond 

• relevance hard to asses: vocabulary mismatch, 
temporality of relevance, dependent aspects, expertise 
influence perception of relevance 

• dimensions of relevance of key importance in 
certain health search tasks: understandability, 
trustworthiness.  

• Evaluation campaigns, collections and resources (see 
table next)
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Task Dataset

Matching patient to clinical trials 
or trials to patients

1. TREC Medical Records Track [Voorhees&Hersh, 2012] 
2. Clinical Trials Test Collection [Koopman&Zuccon, 2016] 
3. MIMIC-III: dataset of patient records [Johnson et al., 

2016]

Consumer Health Search
1. CLEF eHealth Consumer Health Search Task [Zuccon 
et al., 2016] 
2. FIRE 2016 Consumer Health Information Search

Evidence-based Medicine & 
Clinical Decision Support (CDS)

1. TREC Genomics Track 
2. TREC Clinical Decision Support [Simpson et al, 2014] 
3. TREC Precision Medicine Track [Roberts et al., 2017]

Compilation of systematic 
reviews

1. Systematic review test collection [Scells et al., 2017] 
2. CLEF eHealth Technology Assisted Review 2017 

[Kanoulas et al., 2017]

Image Retrieval ImageCLEF [Muller et al., 2010]

Identifying concepts from free-
text

1. Annotated “problems”, “tests” & “treatments” 
2. Annotated SNOMED concept



Good lessons from evaluation 
campaigns

• Retrieval of health records for cohort selection  
(TREC Medical Records [Edinger et al., 2012]) 

• Both precision and recall errors due to incorrect lexical 
representations and lexical mismatches  

• Non-relevant visits were most often retrieved because they 
contained a non-relevant reference to the topic terms 

• Relevant visits were most often infrequently retrieved because 
they used a synonym for a topic term 

• Other issues: time factors, negation detection, overlap in 
terminology between conditions or procedures (hearing loss vs 
hearing aid)

�60



Good lessons from evaluation 
campaigns

• Retrieval of evidence based medicine  
(TREC CDS [Roberts et al., 2016], analysing 2014 results) 

• How to best to use concept extraction system such as MetaMap of 
key importance: can easily become a red herring  

• Negation and attribute extraction (age, gender, etc.) intuitively 
important, but best systems did not use them 
If negation extraction, soft-matching strategy best 

• article preference to identify appropriate articles for Diagnosis, 
Treatment, and Test (fundamental mismatch b/w irrelevant articles and 
clinical important attributes) 

• Methods tried did not work: specialised lexicons, MeSH terms, and 
machine learning classifiers

�61



[Karimi et al., 2018] provides platform to facilitate experimentation and 
hypothesis testing 

• Can tease-out which components provide improvements 
• query and document expansion (UMLS), word embeddings, negation 

detection/removal, LTR 
• Main findings on TREC CDS 

• Articles body contributes to retrieving over 50% of relevant results 
• adding UMLS concepts does not improve retrieval using titles only 
• concepts in abstracts slightly improved retrieval for queries built using 

Desc and Sum, but not Note 

• PRF works well, also in combination with word embeddings; but LTR 
can outperform all these
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Closing remarks
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Open challenges

• Ethics and sharing of data — privacy concerns vs need 
for large scale evaluation 

• Integration of data driven and symbolic representations 

• Inference with knowledge graphs 

• Query understanding 

• Results presentation 

• Translation of IR for impact on health
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Where to go for help?
• Content from this lecture: https://github.com/ielab/afirm2019-

health-search 

• Content from previous versions of this tutorial (full day):, e.g.  
https://ielab.io/russir2018-health-search-tutorial/ 

• Bibliography of all literature mentioned here 

• Hersh’s book: “Information Retrieval: A Health and Biomedical 
Perspective”
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